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Abstract. This paper investigates student engagement, how it changes over time, 

and its impact on course performance and drop off rates. We analyse data from a 

large online Python programming course (n=10,558 students) by defining appro-

priate features and using clustering to find students with common behaviours and 

Markov chains to analyse engagement changes and drop-off rates. Our methods 

allow teachers to better understand student engagement and take remedial actions 

to improve students’ learning and performance. 
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1 Introduction 

There is an opportunity for data driven methods to examine student engagement and 

performance in online courses to better personalize student feedback. We examine the 

engagement of high-school students participating in an online beginners Python pro-

gramming course through the following research questions: 

1. What are the course engagement similarities between students and how does 

engagement influence students’ overall course score?  

2. How does student engagement change over time and impact course drop-off? 

Overall, this study aims to gain greater insight into student engagement, how en-

gagement changes over time and how it impacts course drop-off rates, to assist teachers 

in supporting better student outcomes.  

2 Previous Work 

Educational data mining has sought to identify groups of similar students to determine 

their engagement levels and overall course performance.  

Hooshyar et al. [1] used clustering to predict if a student was a low, medium or high 

procrastinator. Procrastination was defined by spare time - the time from when a student 

submits an assignment until the assignment is due, and a positive correlation was shown 
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between spare time and assignment score. Cerezo et al. [2] defined procrastination and 

engagement features to analyse student behaviour in online courses. The engagement 

features included time spent on quizzes, viewing content and viewing forums. Cluster-

ing showed that high-performing students spent more time on quizzes and the final 

exam score was not related to the time spent on viewing content. McBroom et al. [3] 

used clustering to identify and follow the development of student behaviour over the 

semester. It was found that behavioural clustering could occur as early as Week 3 of a 

13-week semester and accurately predict a student’s final score. 

In this paper, we define features informed by prior work on student behaviour clus-

tering to identify student engagement levels and drop-off rate. 

3 Data 

The data used in this study is from a 5-week beginner Python course, offered online 

through the Grok Academy platform (https://grokacademy.org/challenge). It contains 

slides, which teach Python concepts, and interleaved graded programming tasks (“prob-

lems”), which are auto-marked by test-cases. There are 40 graded problems in total, 8 

for each week, with a maximum score of 10 per problem and total score of 400.  

We define engagement features, informed by [2], as shown in Table 1.  

Table 1. Student engagement features 

Feature Description 

% completed problems Percentage of problems which passed all testcases. 

Number of autosaves Number of automatic autosaves. 

Number of terminal runs Number of times a student runs their programming problem. 

% slides completed Percentage of slide problems completed. 

% slides viewed Percentage of slides viewed by the student for the week. 

4 Results 

4.1 Similarities in student engagement tendencies 

We used K-means clustering to find groups of similar students based on their behavior. 

Each feature vector represents a student for one week, therefore each student has a total 

of 5 vectors, resulting in 19,724 vectors for clustering. Missing values and outliers were 

removed and features were normalized between 0 to 1. The elbow method indicated 

k=5 clusters; the cluster centroids are shown in Table 2 and the cluster characteristics 

are summarized below: 

Cluster 0 – High problem effort, high content effort: It shows the highest amount of 

student engagement  with 97% of problems completed and 83% of slides completed. 

Cluster 1 – High problem effort, medium content effort: It shows low slide comple-

tion despite 86% of slides viewed which suggests students skim through the content.  

Cluster 2 – Low problem effort, low content effort: It has very low activity on all 

features indicating students likely did not engage with the course.  
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Cluster 3 – Low problem effort, high content effort: It has a low number of completed 

problems of 46%, but a high slide completion rate of 72%. 

Cluster 4 – High problem effort, low content effort: It has 94% of problems com-

pleted but low slide interaction (only 17% of slides completed and 42% of slides 

viewed), indicating students had prior programming experience. 

Table 2. Student engagement cluster centroids 

  Cluster 

 Full data 0 1 2 3 4 

Number autosaves 0.089 0.998 0.089 0.039 0.081 0.067 

Terminal runs 0.057 0.064 0.058 0.025 0.050 0.048 

Completed problems 0.876 0.983 0.973 0.276 0.461 0.947 

Slides completed 0.647 0.839 0.267 0.292 0.727 0.176 

Slides viewed 0.842 0.962 0.864 0.412 0.823 0.429 

 

4.2 Impact of engagement on student’s overall course score 

The engagement clusters are analysed regarding student score distribution for each 

cluster. The score is discretized into 4 ranges: from low [0,100] to high [301-400]. 

 

  
Fig 1. Percentage of engagement clusters in each score range 

 

Fig. 1 shows that three clusters dominate the highest score range (301-400): Cluster 

0 (high problem effort, high content effort) with 61% of high score students, Cluster 1 

(high problem effort, medium content effort) and Cluster 4 (high problem effort, low 

content effort) with 56% of high score students. Cluster 0 has strong problem and con-

tent effort metrics which likely contributed to higher marks.  

 

4.3 Changes in student engagement and impact on drop off 

Markov chains were used to analyse the student’s engagement changes over time, and 

show the cluster transitions from Week 1 to the clusters in any of the proceeding weeks. 

A No Attempt node represents students with no course activity for the week and a Par-

tial Attempt node for students who completed some features measured. 
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The engagement Markov chain is shown in Fig. 2. Cluster 2 (low problem effort, 

low content effort) and Cluster 3 (low problem effort, high content effort) have students 

with the highest risk of dropout with 95% and 81% of students moving to No Attempt. 

This is higher than the students who began in the No Attempt group in Week 1. The 

high drop-out rate is surprising since Cluster 3 had 72% slide viewership, normally 

indicating high course engagement. Here, the Markov chain highlights at-risk students 

potentially going unnoticed due to high content interactions. 

Fig. 2. Engagement Markov chain 

5 Conclusion 

This paper investigates student engagement tendencies, how they change over time 

and how engagement impacts the overall course score and drop off rates in an introduc-

tory programming course. The ‘high problem effort, high content effort’ clusters con-

tained the highest achieving students whilst the Markov chain analysis identified at-risk 

students likely to drop out of the course, which can inform teachers when to provide 

assistance to students at risk of drop-out. 

Our insights help teachers to identify at-risk students to tailor feedback to improve 

student learning outcomes and course performance. 
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